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I 2. PerfxLM1Y €8

PerfxLM {sh 1% ]
—

from perfxlm import LLM, SamplingParams

prompts = [
"Hello, my name is",
"The president of the United States is"”,
"The capital of France is",
"The future of AI is",

]

sampling params = SamplingParams(temperature=06.8, top p=0.95)

1lm = LLM(model="facebook/opt-125m")

outputs = 1lm.generate(prompts, sampling params)

for output in outputs:
prompt = output.prompt
generated text = output.outputs[@].text
print(f"Prompt: {prompt!r}, Generated text: {generated text!r}")
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I 2. PerfxLM1Y €8

PerfxLM i BiBE: £15@idPython APIZEK

+ )4 CacheAttention(torch.nn.Module):
: __init_ (self, args: ModelParams,layer idx: int = 0):
down > forward(self, x: torch.Tensor, mask: torch.Tensor,
] FeedForward(nn.Module):
SiLU
T
up gate
11‘ 1
RMSNorm > init_ (
!
forward(self, x: torch.Tensor):
0
TransformerBlock(nn.Module):
__init  (self, args: ModelParams, layer id: int):
Softmax forward(self, x: torch.Tensor,mask:torch.Tensor, masked t
Transformer(nn.Module):
Causal .« s i )
ROPE ROPE ) Mack __init_ (self, params: ModelParams):
1 t
Q K Vv
A
t ! @torch.inference_mode()
RMSNorm > forward(self,tokens: torch.Tensor,step: torch.Tensor,
'y
Input
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I 2. PerfxLM1Y €8

PerfxLM iFFiZi5: 825 trpython{{i3,

CacheAttention(torch.nn.Module):
__init_ (self, args: ModelParams,layer idx: int =
forward(self, x: torch.Tensor, mask: torch.Tensor,

FeedForward(nn.Module):

__init_ (

forward(self, x: torch.Tensor):

TransformerBlock(nn.Module):
__init_ (self, args: ModelParams, layer id: int):

forward(self, x: torch.Tensor,mask:torch.Tensor, masked t

Transformer(nn.Module):
__init_ (self, params: ModelParams):

@torch.inference_mode()
forward(self,tokens: torch.Tensor,step: torch.Tensor,
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B PerfxLM 4148
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MPL Kernel Library N

mpl.opencl mpl.riscv
1 {12288=4096)
___________--’

ention il 1
Linear
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« Llama3 8B  Qwen2.5 7B fp16
« RTX4090F%0A40

Qwen2.5-7B (bf16) on 2 xZ100SM. Higher Throughput is Better.
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Performance comparison between PerfXLM and vLLM
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B PerfXLM on RISC-V CPU

GEMM optimization for prefill stage:

Optimize OpenBLAS by RISC-V Vector 1.0
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I PerfXLM on RISC-V CPU

RISC-V CPUs Testbed
GEMM optimization for prefill stage: - SG2044 CPU
Xuantie C920 2.0GHz
» Single batch: tall-and-skinny matrix * RVWO0.7.1, 125-bit
« L1-D 64KB
: : A : 4 cores/cluster
®
Vector instruction optimization C ehared 19 1MB
- 064 cores (16 cluster)
*  GEMM blocking . Shared L3 64MB
* MUItl'threadmg « 4x DDR4 memory controllers
~+int4_32threads GEMM i eathrends
'J;ﬁ%f"fﬁ?ﬁfﬁfi fp16 32threads GEMM
fp16_64threads fp16_64threads
E o /‘\k g T N -
§ 130 & O 60|
G 110 F 50
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GEMM Performance (Big and square matrices) GEMM Performance (tall-and-skinny matrices)



I PerfXLM on RISC-V CPU

GEMYV optimization for decoding
stage:

* Vector instruction optimization

* Multi-threading and affinity

« Set thread affinity

GEMV Performance (32 of threads)

GEMV performance under different

number of threads and affinity. Performance of the GEMV operator after optimization. The

input of the GEMV performance test is: n =4096, m changes.
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